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1.
Introduction

In essence the function of a recommender system, within the domain it acts on,
is to offer a personal and more comprehensible perspective of a larger environment1. In the physical world any personal optic perspective onto an environment
is dictated by only three variables: the three dimensional position of the person’s
eyesight. Within a digital setting, the structure of the environment is not bound
by the limitation of three dimensions but often consists of higher dimensional
data structures, making it essential to compute personal perspectives in order to
make the environment more accessible to the individual. The way in which this
computation is specified determines the way in which the environment is experienced. If this process is simplified too much the presented experience will not
reflect the full potential of the whole, but if it is not simplified enough it loses
relevance due to it being incomprehensible.
In the Renaissance the technique of technical drawing emerged as a necessity to facilitate the construction of increasingly complex structures, required
in addition to the traditional craft expertise. The drawings made a division of
labour possible, and through that created complex organisational structures within the manufacturing process. The drawing formed a comprehensible framework
to support an increasing complexity of intertwined processes. For those creating
these drawings, amongst whom architects, it became necessary to be able to
comprehend an extensive variety of knowledge and expertise, giving rise to a new
form of education, revolving around the creation of these drawings. The Accademia del disegno in Florence, founded in 1563, is one of the earliest examples of
such a school [Lefèvre, 2004]. The challenge within the architectural discipline to
process large quantities of information, of various nature, in order to come to an
appropriate design proposal to address the issues at hand, has remained constantly present. This information ranges from geographical site data, cultural context
and project programme requirements to effectively anything that affects the
built environment. Recommender systems offer a digitised means to aid in this
process, inherently developed to deal with an overflow of information. Similarly
to how technical drawings were a means to comprehend the growing complexity
of the renaissance, data science, and amongst that recommender systems, offer
a way to understand the overload of information that has become accessible
through the digitisation of current society.

Here environment is used to describe the overall structure and contents of a system. For
instance in the case of Spotify this would be the entire collection of songs, the metadata
and the structural hierarchy, for instance through collection of albums, playlists or shared
listeners.
1
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1.1 Recommender Systems and the digital environment
Recommender systems (RSs) in their current form primarily serve as a tool for
companies to deal with data overload when presenting products to their customers. The three basic approaches are collaborative, content-based and knowledge-based recommendation, which can be combined as a hybrid approach to
optimise the generated recommendation [Jannach, 2011]. The specification
of the approach is determined by the domain and the available data [Melville,
2010]. The technology has been applied to various digital domains such as
social networks where it is used to suggest new people to connect with, online
shops suggesting what product to buy and media streaming services to suggest
new media items. The last category has had a major influence on the progress
of research in RSs through open competitions such as the Netflix Prize in 2009
[Netflix, 2009] or the RecSys Challenge by Spotify in 2018 [Spotify, 2018], where
an anonymised subset of the platforms data was shared with the public for them
to develop the most successful RS. Due to these platforms being the primary
supplier of that media form to their subscribers, music and video streaming
services have the potential to create very sophisticated RSs since their datasets
are relatively complete. These platforms are of additional interest since they have
progressed the furthest in the replacement of the traditional physical products by
an entirely digital environment where even the notion of a singular purchase has
been removed. This in combination with RSs has fundamentally changed the way
in which media are consumed, not only the product itself but the entire experience. Through RSs media platforms are able to provide fully customised cultural
experiences, where each individual user is presented with a personal and current
perspective of the same database. On the other hand, this position acquired
by the media providers also means that their influence on the behaviour of the
individual has increased dramatically. This means that if the platform chooses to
insert a bias within the recommender system they have the possibility to steer the
choices of the users towards options that might be more lucrative for the platform, for instance Netflix promoting their self produced films.

1.1.1 Choice

The primary focus of RSs is to offer an optimised personal experience to an
individual, not only in the passive sense, but also actively aid in making choices
[Burke, Felfernig & Göker, 2011]. This particular feature is of interest in terms
of design possibilities that RSs might offer, since any design process consists of
complex conscious and/or subconscious choices. The potential of RSs is that
through the analysis of multiple layers of information, they can offer new insights
to people that they themselves would not have been able to discern due to the
sheer complexity of the data this information is based on. According to a study
by Goldman (2008) RSs do indeed promote content diversity, especially by the
suggestion of novel items. A danger, besides the previously discussed bias possibility, is that RSs could encourage options within one particular field and through
that decrease in diversity, a phenomenon called concentration bias [Adamopoulos
& Tuzhilin, 2014].
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A pre-requisite of a meaningful implementation of a RS is that the offer
of entities that the user can choose from is so expansive that they themselves are
not able to keep the overview of the entire environment. The previously discussed
platforms have ensured this condition, made possible by the decentralised nature
of their distribution strategy. Because of this the choice that is offered to the current consumer in the digital environment has skyrocketed. The long tail notion,
described by Chris Anderson [2004], addresses the potential this development
offers for the sales of less popular articles, those that are in the so called tail of a
popularity distribution, following a power law. RSs can serve an enforcing role in
this by suggesting articles that would normally have stayed in obscurity. In this
context RSs should not only be observed as a technology that makes choices for
the user, but rather a way that presents a more customised range of choices to the
user than the conventional physical store, due to capacity only able to offer one
limited range of choices.
A limitation of most current RS implementations is that the underlying
2
model that provides the customised environments within an environment is
identical. Whilst the criteria by which the elements are suggested are dependent
on the user, the software architecture is static, and the weights that make up the
computational model are the same for all. These static components are formulated so that the overall success rate is maximised, but that does mean that the collections lack a certain sense of collective coherency that make a human curation
of a set successful, at least to a particular few. This explains why a RS generated
playlist rarely presents the same coherency as for instance a compiled soundtrack
to a film, or let alone a coherently written album. On the other hand it is worth
questioning whether this is something that should be strived towards. The power
of RSs might be in the temporary nature of the RSs’ generated collections. By
definition collections provided by RSs are not static, but constantly readapt to
the current situation of both the environment and the user. The weekly playlists
generated for Spotify and Apple music users are only available for one week, only
to be replaced by a new one. This means that these collections are far less likely to
leave a lasting impression in one form, but also offer something rather interesting
in the sense that whilst the overall object of the weekly playlist is always available,
and aims to present a similar experience, the actual entity is continuously changing.

1.2 Application to a physical environment
The interest of architects in networks goes back to a series of influential figures,
such as Corbusier, Fuller, Tange, and many others involved in CIAM and the
Delos meetings. Throughout the 20th century they researched the way in which
networks constituted through new technologies reduced the scale of the world,
and theorised that countries or even the world would end up as a singular city,
connected by intangible networks. They explored ways in which networks could
be manifested in physical form, and how networks themselves could be designed
[Wigley, 2001]. In this thesis a related but different approach to the interaction
between networks and architecture is argued, informed by RS technology. This
is heavily ingrained in graph theory, the mathematical study of networks, and
In machine learning and data science a model is the computational object that generates
the output based on the input it is trained on, or the static parameters it is given.
2
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essentially offers a way to interpret personally relevant information contained
in networks. This approach does not seek to design new networks, or physically manifest them in a literal sense, but rather analyse existing networks found
within current society, in both the digital and built environment, to formulate a
new type of architectural entity that is based on the optimised and personalised
configurations RSs can offer.

1.2.1 Research question

The longstanding architectural interest in networks, as well as the rate in which
the digital environment is effecting society as a whole, merit further research into
RSs from an architectural point of view. Given the significant influence recommender systems have had, and will continue to have, on the way in which the
digital environment is given shape and how it is navigated, the primary research
question for this thesis is:
In what way could the technology of recommender systems start to
have influence on the design of the physical environment?
The next chapter investigates this by examining current implementations
of RSs, particularly interrogating the ways in which these have already had an
identifiable influence on design processes. Chapter 3 discusses the requirements
for a physical RS, and deliberates how existing architectural-computation research is relevant to this topic. Chapter 4 revolves around the process of implementing an RS for architectural purposes, using my design project as a case study.
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2.
Current influence of
recommender systems
on design
Thus far the noticeable influences of RSs on creative process are not the result of
how the technology has had a direct informative role on the creative process itself, but rather how the implementation of the technology on the resulting work
has started to determine the rules by which the outcome is assessed and structured. The majority of current implementations of RSs do not serve an informative role within a productive process, but rather function as a background process
to provide a certain ordering of elements. Through this resulting reorganisation
of fragments it does however have indirect influences on a variety of creative
work processes.
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Figure 1. A graph representation of the Million Song Database subset
[Bertin-Mahieux et al., 2011]. Each vertex is a song, and each edge is
a spring with a strength determined by the overlap in listeners between
the two connected songs. Each artist is a different colour.
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2.1 Recommender systems’ influence on music
One noticeable impact of RSs on a creative process is on the creation of music.
Due to the shift from physical music media (i.e. LPs, cassettes, CDs) to online
digital music platforms (i.e. iTunes, Spotify), where streaming made up 75% of
the music industry revenues in 2018 [Friedlander, 2018], the format of the music
data has changed but also the way in which music is consumed. Apart from the
physical and cultural differences in the altered listening experience, the format of
the music itself has also changed because of it. The format of streaming has enabled a technological development where a set of music isn’t bound by the capacity of one physical object, but the entire catalogue of music that is hosted on the
streaming platform, is continuously available without the need of interruption.
This is enabled by the fact that the music of all users is provided by one central
collection of songs, connected to the underlying system of the client end of this
software which is virtually identical to all. From the information that is collected
through the use of the platform it is possible to build graphs of user data which
serve as the foundation for collaborative RSs. The complexity of these underlying
structures can be grasped by looking at the data of just 10000 songs as shown in
figure 1. In contrast Spotify has a collection of over 50 million songs. The combination of these developments gave rise to new formats within which music can be
consumed: the playlist and continuous stream. These have become the dominant
entity in music consumption, replacing the traditional album entity [Kamehkhosh, 2019]. Both new formats are often partially or wholly compiled through
RSs. This in turn has influence on the focus of musicians, making individual
songs more essential, and encouraging a more constant stream of small releases.
An example of this is the current Song Machine project by the Gorillaz, where 13
songs releases are spread out over a year [Blistein, 2020].
This development is of interest when studying the potential of RSs in
creative processes due to the breakdown of larger entities and restructuring into a
new format based on a set of broader criteria that are not easily discerned by humans due to the sheer complexity of the underlying information. An automated
blurring of lines starts to take place in the compilation of the new entity, without
the first hand designer having a say in it, in this case the musician, nor a way to
monitor the end product since this may vary per consumer. This urges a different
way of thinking where the creator has to pay attention to a more fluid use of their
product.

2.2 Precedent recommendations
Historical precedent studies generally play a major role in an architectural design
process, with entire books written in an effort to establish this as a more formal
tool, such as Precedents in Architecture [Clark & Pause, 2012]. A digital platform
that has started to serve this role as well is Pinterest, where primarily visual media
can be browsed and collected for inspiration. The boards where pins (name of
visual content on Pinterest) can be collected by the user follow a similar user
pattern as playlists on Spotify: some initial pins are added by the user, after which
below the existing collection of pins, another set of pins is shown with sugges-
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tions of what else to add, based on the current saved board content.
Because the data connections recorded by the system behind Pinterest
aren’t bound by categorical borders it prompts users to look at fields outside
of their own by the provided recommendations based on the curations people
have made in their board collections. As such an architectural drawing might be
more related to a certain data science graph, which is then suggested to the user,
potentially prompting them to look further than their own discipline. This was
less likely to happen when the primary source of precedents were found in books
ordered by discipline within a library. This user pattern suggests a broader view
of the creative industry, where there is more overlap, as described by Manovich
[2013], suggesting that the creation of any form of media now so heavily relies
on the use of software that the disciplines have grown further towards each other.
This development is easily followed by a RS that bases itself on the visual features of a graphical image and collection co-occurrences [Eksombatchai, 2018],
without registering the context within which it is created. It is also a development
that will gain a slow adaptation by more static media platforms such as printed
books in a library, not in the least because of the logistical nightmare such an
approach would create due to the physical real world limitations of space and
gravity.
On the other hand, this kind of precedent research has a risk of dwelling on the surface, primarily based around visual information, with a lack of
in depth observation of the studied items. This is a direct result of how the RS
provides suggestions based on the co-occurrence of pins and visual information
but disregards the underlying information such as the author, time period, or
initial collection the piece was a part of. This is a consequence of the RS being
developed primarily to satisfy a wide variety of use cases, not particularly tailored
specifically to precedent research let alone in an academic sense, but also because
the content itself is often poorly labelled [Liu et al., 2017]. This addresses a key
issue in the implementation of any RS, that for it to fulfil a certain purpose, the
data that it acts on has to contain the information required for that purpose.
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3.
Architecture and the
computational object

Now that technology has become a significant part of daily life, with countless
networks of immense scale being traversed by millions of people each day, the
current networks far exceed the theories proposed at CIAM and Delos. It has
also become evident that these networks do not follow geometric regularity, but
are of such a high dimensionality that any 2- or 3-dimensional representation
of these networks is far more messy and unpredictable than the networks discussed in these theories. This is why it is particularly compelling to study ways in
which these complex network structures can be deconstructed in order to extract
relevant aspects for architectural design purposes. Classification systems within architecture, another concept discussed at the CIAM meetings, could prove
essential for this. Le Corbusier was one of those that asserted the value of classification, expressed by his comments on the Roneo filing cabinet “This new system
of filing which clarifies our needs, has an effect on the lay-out of rooms, and of
buildings.”[Burke & Tierney, 2007]. In his teachings Le Corbusier presented categories that make up the principal elements of architectural buildings, the Mass,
Skin and Plan, together with a description of their relation to one another [Burke
& Tierney, 2007]. This type of deconstruction of architectural entities is essential in order to make them computable and be able to formulate inter-relational
quantities.
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3.1 Fragmentation of the existing whole
Elaborating further on the highlighted influence RSs have had on music, especially the transition of albums to playlists as the dominant entity, a key potential
of RSs is the possibility to reassemble existing structures into new optimised3
configurations.
A physical application of optimisation by means of fragmenting an existing entity, is researched at Wageningen University, called pixel cropping: “A cropping system design and management method that mobilizes high-resolution diversity
in arable fields.” [Ditzler, 2020a]. It proposes a new crop distribution over plots of
land by dividing the plot of land into a grid - ‘pixels’ - where each cell is assigned
a certain crop. Through the artificial simulation of biodiversity the project aims
to reduce the need for pesticides and limit ground depletion. The decisions on
which crop is assigned to which cell depends on which crops are most suitable to
grow next to each other, which proves to be one of the key challenges in the experiment, requiring the development of a crop database. Once this database has
been established through research on good and bad plant neighbours the design
of the pixel plots could be automated, driven by a technology that is in essence
the same as that of an RS. Again RS technology shows that it has potential in
the establishment of new entities through the optimisation of certain characteristics, that cannot be achieved by maintaining the old entities. In this case the old
organisational whole is the mono culture field, the dominant entity of industrial
scale agriculture, and the new proposed whole is a segmented and reformatted

Figure 2. “The Matrix: plant species, varieties, and mixtures prescribed per pixel.
1s = cabbage varieties; 2s and 4s = cereal-legume mixtures; 3s = potato varieties;
5= clovers” [Ditzler, 2020b]
In this context optimised should be interpreted in the computational sense, where
optimisation is measured against a quantifiable criterium. Whether this optimisation is
indeed perceived as better in human terms is up for discussion, and probably subjective.
3
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version of that. Rem Koolhaas referred to pixel farming as “urbanism for vegetation” capturing the complexity this system proposes, and at the same time it
situates this technology in between natural and designed development [Ditzler,
2020b]. This is exactly the way in which any form of design influenced by RSs
should be observed, since the ultimate goal of an RS is to reduce the overload
of complexity into something usable, whilst preserving the most essential characteristics of the underlying system in the final output. This can be seen as the
middle ground between something as complex as natural growth, which cannot
be grasped by human design, and on the other end of the spectrum the purposely
designed product, based on the human understanding and reduction of a design
problem.
In order to start implementing similar techniques in an architectural
setting, it is first important to identify the obstacles in such an implementation.
The first of which is the identification of the current whole that could be segmented in smaller bits, in order to then redefine an optimised entity. The possibilities for such segmentations firstly depend on the scale of the implementation.
When looking at smaller buildings it might make sense to divide the building up
into the physical building elements it is made out of (walls, floors, stairs, doors,
windows etc.), on a larger scale it could be more promising to divide a building
up into the programmatic spaces it houses (living, office, circulation etc.). Either
way, the next step would be to define or develop some form of quantifiable
measure that could dictate the optimisation of the following process (something
similar to the crop database required for pixel farming).

Figure 3 & 4. Pixel farming trials at Wageningen University.
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3.2 Current relation of computation and architecture
3.2.1 Machine learning

The majority of experimentation with AI within architecture is based on existing
methodologies that have not been specifically tailored to architectural design processes. This means a heavy reliance on visual media in order to train the machine
learning models, be it for specification or generation purposes, for example the
thesis AI & Architecture by Stanislas Chaillou [2019]. This tendency is similar to
how AI is implemented within art, by artists such as Mario Klingemann [2019].
The restriction of the implementation of this visually based method is
that it heavily relies on the input of finished images in order to generate another
image. Within art this is not necessarily an issue, since a finished art piece does
not lose its merit if the underlying structure is not present, and can exist as a variety of single image outputs. But within architecture the creation of images that
look convincing as architectural drawings, do not have a lot of significance if the
set of images do not make sense in a three dimensional relational context. This
corresponds to the earlier mentioned limitations of the Pinterest RS for precedent research, where the in depth information of the object is rendered irrelevant.
Here only the image of a technical drawing is used for training the model, but a
further meaning and definition of the drawn objects is missing. In architectural
CAD drawing and modelling a key technological aspect is the use of vectors. This
entails that the geometry is declared using the mathematically defining aspects (2
points to define a finite line, 3 points to define a plane, etc.), in contrast to a pixel based drawing where there is no sense of scale, or separate entities. A machine
learning approach that relies on pixel format input completely abandons this
convention, and because of this the output of these systems does as well.
As mentioned by Lev Manovich in AI Aesthetics [2018] “There are thousands of intelligent, but not very glamorous, operations at work in phones, computer,
web servers, and other parts of the IT universe.”, whilst the true AI as envisioned
in the 1950s-60s that performs cognitive tasks to the same level as a human is
still out of reach. Similarly, an AI that takes over the entire architectural design
process and creates a finished building design is out of reach. Arguably AI has not
been truly implemented within architecture, it has only been applied to it. I propose that it would be sensible to start with applying machine learning technology
to the reconfiguration of manageable sized portions of buildings, rather than
striving to simulate the entire creative process of current architectural design.
In the article Cartogramic Metamorphologies by Andrew Witt [2016]
it is justly pointed out that architecture lacks a taxonomy, and because of that
there is a lack of quantifiability in its manifestations. The approach taken in the
article to take a first step towards this is the mapping of existing buildings based
on the form of their footprints. I would argue that whilst this is an interesting
technological and aesthetic feat, it does not offer much insight in the underlying
complexity of the architectural design, since the resulting footprint of a building
hardly represents the underlying process that led to its synthesis.
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3.2.2 Formal expression of design
Any form of computational application requires a programming language with
a syntax and semantics. These syntax and semantics define the structure of the
language and how the code is compiled to machine language, which in term
determines the computational operations that are executed.
In the late 70’s Christopher Alexander described 253 architectural patterns in his book A Pattern Language [1977]. These patterns address specific architectural design problems and solutions. Each pattern is defined in a standard
structure. It starts with a list of preconditions for this pattern to be put in place.
Then the motivation for this pattern in one sentence, followed by a discussion
of the functional problem that has to be solved. After this instructions are given
for its implementation in order to satisfy the conditions posed by the problem,
concluded with references to other related patterns. By referencing other patterns
in the preconditions and related ones at the end a network of patterns is created.
The concept of defining architectural concepts in a formal language could offer
significant possibilities for computational design since this enables the expression
of relations between objects. This particular endeavour to deconstruct architecture in terms of design problems instead of physical components of architectural
buildings is of interest in the topic of RSs since it offers insight in how networks
of relational information could be translated to architectural solutions.
For these ends the current definition of these patterns is however not
very useful since other than the structure in which they are described, there is no
formal framework within which the patterns are defined; a clear syntax and semantics is not present. The concept of software design patterns in object-oriented
programming languages, originating from Alexander’s theory [Sowizral, 1987],
might provide a suitable framework. These software design patterns provide a
means of defining the type of relationships between abstract objects4, without
specifying the exact instance of these relationships. A set of these patterns could
then in turn serve as the criteria for which a RS could base its suggestions.

3.3 Requirements for architectural fragmentation
The challenge in implementing RSs in architecture is that architectural design
is not composed of the aggregation of set objects, nor is there a clear hierarchy
in the assembly of architecture. With recommender systems the output of the
algorithm consists of a subset of the entire catalogue. Spotify presents a selection
of songs, albums and playlists in a certain order, but this order does not need to
adhere to a strict format for the interface to work. Kamehkhosh’s [2019] research
on RS implementations for constructing playlists has shown that the order of the
songs or the transitions between them are not considered to be relevant factors
by the users. On the other hand the pixel farming project is researching bad and
good neighbours in order for the technology to succeed. With architecture the assembly of the various elements is essential for the output to make sense, requiring
advanced relational specifications. After all, an unordered list or even an ordered
linear list of building materials does not make a building. It is the spatial relations
between these elements that define the manifestation of an architecture, which
is exactly why the development of technical drawings during the Renaissance is
The term abstract object is used to describe a general instance of a type of object. So
for instance a door, but without specifying its measurements, whether it swings or slides,
what it is made of or in between which rooms it is situated etc.
4
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so essential to architectural design. So the question with applying this technique
in architecture is what the elements of the catalogue are defined as, but arguably
more importantly how the output can be ordered to have architectural relevance.
This difference between the digital environment and the physical environment,
dictated by the necessity of an ordering in the output, forms the fundamental challenge in defining an RS that has architectural meaning. In current RSs
relations contained within its environment form the basis of each set of recommendations, but these outputs of elements do not reflect these relations by which
they were composed. This need for adhering to an internal logic of the environment is essential to architecture, since any architectural manifestation inherently
has to adhere to the rules of physics that apply to the physical environment.
This means that the eventual fragmentation of an architectural whole
also has to be accompanied by a compositional logic of those fragments. The
challenge of this is that an n-dimensional5 set of relations contained within the
environment will have to be condensed to a 3-dimensional format. Where n-dimensional connections pose no particular difficulties within the digital realm, in
the physical this requires a projection of the n-dimensional qualities of the set to
a 3-dimensional interpretation. The way this projection is constructed dictates
its effectiveness. A successful algorithm that produces such a projection does so
by collapsing the n-dimensional spaces into 3-dimensions in such a way that the
essential patterns for a particular purpose are maintained [Sautoy, 2019]. What
those relevant patterns are, depend on the input of the RS as well as the desired
output. In the case of building materials this could be the way in which they are
physically attached to one-another, concerning programmatic organisation of
spaces this could be the more loosely defined relations of desired proximity.

A clear example of n-dimensional space within RSs is given by Marcus Du Sautoy in
The Creativity Code [2019], using films in Netflix. There are n films, and m users. Each
user is a dot in this n-dimensional space of films. The dot moves in each dimension,
according to how the user rated the movie of that dimension. Similarly an m-dimensional
space can be defined, where each dot is a film, which moves in each dimension according
to the ratings of that user.
5
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4.
Implementation

“Its structure acts as a symbolic control programme on par with the ritual constraints
which are known to regulate the behaviour of various tribes and which render this
behaviour homeostatic rather than divergent.” [Pask, 1969]
The way in which Pask describes the influence of organisational wholes such as
cities and buildings on society in his article about cybernetics and architecture
can also be applied to how implementations of RSs influence its users.
This chapter explores the possibilities of implementing RS technology
within processes concerning the built environment. As a part of this I will refer
to the development stages of my design project completed as part of a MArch
Architecture degree at the Bartlett, UCL. In this project I aimed to explore ways
in which RSs can be implemented to come to a generative architectural design
proposal. The project is located in Venice, and in its first stage is focuses on
how the city exists within the digital environment. Venice is a city that relies on
tourism, causing it to have an extensive catalogue of online imagery, which in
turn depicts the city in a way that is relevant for future tourists, making up half
of the cities population on an average day to day basis. This forms the rationale
behind the selection of the first dataset: Flickr photos with a geo tag located in
Venice. The overall programme of the project is a museum, a choice driven by the
suitability for an RS design approach. More than any other building programme
a museum is a display of varied objects, where the ordering of objects is often not
dictated by a strict ease of access rationale, contrary to other archival programmes
such as libraries, but more concerned with the exploration of an extensive series
of objects. This provides the motivation for the second dataset: the art catalogue
of MoMA [2020] and TATE [2018]. These two datasets provide the environment
on which various RSs will be built. The final goal of the project is to generate site
specific curations of art, with tailored proposals of galleries to house these collections.
The implementation of these RSs will be discussed in this chapter: why
certain approaches were chosen over other alternative methods that were not
pursued in this project directly, and the opportunities for further architectural design implementations. Each paragraph will discuss a specific stage of application,
looking at the technical difficulties and possibilities, and what the primary design
choices are that have to be made at that stage. The first and second paragraph
respectively look at sets and establishing a network out of a set. These are the
prerequisites for any RS. The third paragraph discusses the implementation of an
RS for architectural purposes, and the last reflects on the possible means in which
the provided suggestions can be interpreted to come to an architectural proposal.
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4.1 Establishing a set
For any form of RS implementation the primary requirement is the definition
of a dataset. Mathematically a set is defined as a well-defined finite or infinite
collection of elements, where well-defined means that it is unambiguous whether
an element is part of the set or not. Sets discussed previously were collections
of plants, films, images, songs or store articles. The elements of the set, and the
overall collection constitute the domain within which the RS can operate, and
through that the potential it can reach. In the built environment the first intention might be to create a set comprised of existing building design, such as the
named example of the RoweBot by Certain Measures, but as argued in chapter
3, the power of RSs lies in fragmentation and reorganisation into a new whole.
Following this more interesting results could be achieved by defining sets that are
more open ended and where the elements are not finished objects in their own
right, at least in an architectural sense.
Currently there is a lack of any type of architectural databases, and
especially a gap in axiomatic6 quantifications of architectural design projects, not
in the last place due to the lack of a general quantification within architectural
practice. In the first place there is no universally adapted definition of architectural elements or typologies. Let alone the collection of information that reflects
the way in which architectural elements are combined. Efforts have been made to
introduce such definitions, in the physical sense there is the example of Elements
of Architecture by Rem Koolhaas [2014], providing a close up analysis of the
axiomatic elements of buildings. In a more programmatic approach there is the
earlier discussed book A Pattern Language by Alexander [Alexander, 1977]. One
approach to solving the lack of datasets could be to use these types of definitions
to start compiling new databases that quantify aspects of the built environment,
not unlike the effort of building a plant database for pixel farming. A possibility
is that the distinction of the elements that make up the set might in the future
be taken over by an automated process. In the same way that image classification
models base their decisions on the scores for a set of abstract features [Howard et
al., 2017], it might be that in a similar way an architectural classification model
might be able to dissect the built environment into elements that are not bound
by the conventions adhered to in current architectural practice.
Another approach draws on the principle that the design of the built environment is not a self-contained discipline, but inherently interacts with broader
aspects of society. Following this datasets containing cultural, social, geographic
or any other data that can be related to the project, can be used to drive aspects
of the design. An example of this is my endeavour to integrate RSs in design. The
two sets used, are a collection of all Flickr posts with a location tag in Venice, Italy, and tagged with “Venice”, the second is the collection of art pieces in the catalogues of the TATE and MoMA. The first set is primarily relevant because of the
location data and potential of collaborative information based on the user data of
the posts, offering the possibility to discern relations between locations within a
city. The second provides the possibility to start experimenting with physical configurations through RSs, since the art pieces are physical in nature, and have set
dimensions. The two sets can be combined in a union set since they share a comAxiomatic in this context is used to express a set of elements that cannot be broken
down any further, within the logic of the system they define.
6
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mon characteristic, which can be interpreted equally without conversion, in this
case the visual information of the photos in the Flickr posts and the images of the
art pieces. As such any set that contains a complex underlying structure merits
the use of an RS to extract a subset of contained information that is relevant for a
particular design purpose. In the case of the Flickr photos this underlying structure would be the movement of people between locations, something that cannot
be easily grasped by manual analysis due to its quantity and asymmetry. Through
this a hierarchy of locations emerges, providing location specific subsets of other
locations that are particularly connected, not through geographical proximity,
but based on the movement of people.
Pask [1969] states that the design of a building as a reactive and adaptive environment will take place in several stages. The first stage he describes
is the specification stage. He argues that this specification by the architect will
almost always be under-specified. Possibly this is something that RSs can play an
important informative role in, as they fill in missing elements based on a limited
amount of information. In this way the incomplete set of specifications provided
by the designer can be completed through a RS, providing a fuller set of information from which the building can be synthesised. The primary objective of the RS
would not be an ordered assembly of three dimensional objects but rather a set
of specifications that the building should fulfil. Following this line of thought the
set on which the recommendation is based, and what it is comprised of does not
need to be bound to one specific type of element, as long as there is a common
feature that ensures that the set is well-defined. Nor do the elements need to be
physical 3-dimensional objects in order to still provide meaningful information
that the RS can draw upon. Opposed to a shape grammar [Gips & Stiny, 1971]
which revolves around the possible permutations of physical shapes based on a
static set of pre-defined rules, the dynamic nature of RSs offer the possibility to
also have a more dynamic set of rules, which in turn are dictated by an informative, and situation specific set of information. Whilst the object the rules act on
might still be well established physical elements of architecture, such as windows,
doors, walls, etc., the set that determines the definition of the rules could be of a
more qualitative nature. This separate layer of information, that dictates the output of the RS, but is not part of the output as such, can contain any set of objects
that in some way hold relevant information for an architectural project. In my
project an example of such an extra purely informative layer, is the collection of
200,000 photos taken in Venice. These do not make up any of the physical substance of the galleries which are the eventual design output, but the information
they hold (user data, locations, visual information), do directly influence the way
in which the art of the galleries is curated and organised, leading to the 3-dimensional definition of a gallery, including walls, floors and windows.
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Figure 5. Plot of coordinates of the set of Flickr posts.
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4.2 Definition of a network
By definition a set does not contain relations between its elements, it merely
gathers them based on universally met qualifications. In order for a RS to be able
to operate on a set, the attributes of the elements that define the relations within
the set have to be identified, defining the network within the set. These relations
have to be quantifiable and universal, meaning that all elements share a common
attribute that allows for comparison to other elements. This step is where relations between objects are introduced, making it essential to any architectural implementation, since a mere listing of objects that make up architecture does not
define a project, it is the relations leading to a grouping of these objects that define a design. This essential distinction between the notion of a set and a network
within an architectural context can be observed by looking back at the previously
mentioned Elements of Architecture by Koolhaas. This is purely a range of isolated
object definitions that together define this set of architectural elements, however
there is no expression of the logic behind the connections of these elements to
one another. In terms of RSs it is specifically those connections that define the
algorithm and its effects, it directly leads to the distinction between content and
collaborative based methods, and determines the way in which the dimensions
of information contained within the sets are collapsed to provide comprehensive
perspectives.
If the relations between elements are determined by a grade of similarity, based on a specific attribute that is essential to the nature of the element itself,
the relation is content based. I used this method to define a relational network of
art pieces and photos, based on the similarity between Flickr photos and visual
art pieces, determined by an image-recognition model. This provided a way in
which these two different objects could be compared, offering the possibility to
use the information contained in one set to say something about the elements
contained in the other. The network that is constructed is fully connected, meaning that each Flickr post and art piece has a relational connection to every other
post and art piece. This relation is registered by a weighted undirected edge7 in
the network, where the weight is the similarity score calculated by the image-recognition model. The edges in this network are undirected since the similarity of
one image to another is not dependent on the order within which the images are
compared.
A collaborative relation is where a common third object, not necessarily an object that is contained in the set, is used to inform the relation between
two elements. This is how I defined the relations between Flickr photos, on the
basis of having been made by the same user, providing spatial relations based on
the travelled locations of the user. However since this would only acknowledge
relations between posts of the same user, and neglect spatial relations between
posts made in the same location an additional pre-classification within the set
was added. This entailed the identification of locations based on the distribution of the coordinate information of the set, which is a content based method.
As such a collaborative set of relations was facilitated by pre-processing the set
through content based classification. The result is a network of locations containing posts, where the relations between the locations are determined by the users
7
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Figure 6, 7. Identification of locations based on uniform distribution of
coordinates. Below the emerging locations are displayed in individual
colours, based on the grid analysis on the top.
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the locations have in common. The edges in this network are directed since these
relations are not symmetrical:
A location x with only posts of one user u is strongly related to any location y
that contains posts by u, however if y contains posts by other users than u, the
relation of y to x is relatively less strong, since it is as related to other locations.
Collaborative approaches lend themselves more to the integration of
user patterns, due to the possibility of observing how the elements of the sets are
used and interacted with. Content based relations are inherently more focussed
around the static characteristics of the objects, suggesting to be more suitable to
drive physical configurations. These kind of choices are up to designer to decide
in what way the relations are specified, and through that what the output of the
RS will be based on.
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Figure 8. Edges between posts by users that visited St. Marks Square.
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4.3 Synthesis of recommendations
A recommendation is formed by an algorithm that aims to compute an optimised subset out of the entirety of the network, based on a case specific input.
The definition of the optimisation depends on what the aim of the
recommendation is, which determines what aspects of the network are taken into
account, and to what criteria these aspects are measured. In the case of the Flickr
locations in Venice, the optimisation goal was to be able to recommend the most
relevant locations based on a given subset of other locations. Here the aspects
chosen to take into account were the overlap of users, relative to the total number
of users in those locations. In this case the optimisation criteria is rather simple,
a single count of user overlap suffices, but these criteria can be as elaborate as
required for the desired aim of the recommendation, possibly drawing on the
information of multiple networks representing different relations within the set.
In the overall context of the project this is also the case, the location recommendation is only an intermediate step. The overall aim is to see how an RS could
propose the curation and design of an art gallery, given any location or set of
locations. Within this multiple different recommendations are bundled together to provide the information from which a curation is generated, after which
additional factors inform the physical placement and further qualitative aspects
of the design. The core criteria for establishing the collection of each art gallery is
through image classification between Flickr posts and art pieces, assigning each
art piece to a location. Together with the location recommendations this now
forms a way to recommend a collection of art based on one location. This form
of exchange between different sets on the basis of a common feature is facilitated
by the embedded mode of organisation inherent to networks [Bottazzi, 2018, p.
59].
In current implementations of RSs the case specific input the recommendation has to adjust its optimisation to, is generally a single user’s history. In
architectural implementations this is not the obvious choice for various reasons.
First of all, most buildings are used by a large number of people, for which
the building might fulfil different purposes, leading to the conflict of personal
customisation that is utilised by a group. It might be suitable to use the collective
requirements of a group of inhabitants as input, the issue with this compared to
the method used by online platforms is that these requirements are not registered
through the use of the platform, since the platform does not yet exist in this case.
This leads to a cold start problem, a known issue with RSs where the first recommendations for a user cannot be based on personal information since there is no
user data. In a digital setting this problem disappears once the user has amounted
enough data for the RS to act on. This solution rests on the fact that a digital
platform is dynamic, and can readjust itself after some time. A building on the
contrary is static and the people that inhibit it are everything but that. As long
as complete interactive customisation of buildings to the needs of their users, as
proposed in the speculative Barba project by the Why Factory [Maas, 2015], are
not within reach, this has to be taken into account in the input that the recommendation has to tailor to. Following this, long term aspects such as building
programme, site or geographic qualities might be more suitable candidates.
The format of the recommendation itself is entirely dependent on the
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Figure 9. The footprint and grid structure of one location, with its contained Flickr posts, and the associated art pieces from the MoMA [2020]
and TATE [2018] collections.
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domain of the sets, some intermediate conversions might be possible between the
specific input (as stated before from location to art), but only if there is a projection function declared within the sets. The ordering of the set is more versatile,
and depends largely on how the designer decides to interpret the information
on which the recommendation is built. In the case of the Venice locations an
ordered list of locations will suffice. For the curation of an art gallery this might
be less useful, as this would not offer any more insight for the placement of the
physical art pieces. This reflects the need for more elaborate ordering when
dealing with physical objects. In my implementation I chose to provide the recommendation in the shape of a minimum spanning tree (MST)8 of the recommended set, where the nodes are the art pieces, and the weights of the edges their
similarity. The root of the MST is a GAN9 generated ‘art piece’ aimed to represent the average qualities of the collection. In this way the essential characteristics
of the network are maintained, whilst still providing an output that is manageable in terms of the design approach.
It is worth noting that generally recommendations are a set of objects
that are unique within the recommendation. This is also the case in the art collection and Flickr examples, however as shown in the pixel farming example this is
not necessarily required. Particularly where the set consists of physical elements,
the recommendation might not only specify the variety of elements, but also
their quantity.

A minimum spanning tree is a list of edges that connect all nodes within a network with
the lowest accumulated cost.
8

A GAN (Generative Adversial Network) is a specific type of Machine Learning application where a discriminator and generator work in unison to eventually generate an output
that resembles the objects within the training dataset.
9
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Figure 10. An MST of art pieces, with a GAN image as root.

Figure 11. A selection of GAN images that serve as root for the MST
recommendations.
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4.4 Interpretation of recommendation
Depending on the role of the RS within the design project, the interpretation of
the produced recommendation(s) can be as straightforward as any other source of
information, or it can embody the entire design synthesis. Furthermore the level
of choice the designer chooses to leave to themselves in the further development
of the design will be essential in the interpretation process. Is the recommendation a complete and coherent whole or meant to provide an open set of selections?
If the RS was implemented to provide insights for a singular proposal to
a specific problem, where one design is developed using the insight provided by
the RS, the recommendation will most likely provide the designer with a set of
information which is to be manually integrated within the design process. Here
the complexity of the RS implementation is in the process of defining the output
based on the extensive information contained in the underlying set, whereas the
output itself is easily interpretable. This implementation as such would not differ
much from any other form of data analysis, and it is questionable whether this
can truly be regarded as an RS, since the versatile nature of the technology is not
present in the design execution, since the recommendation is one-off. However
this informative approach is suited for current design methodology, where its
role would be to provide the designer with a more complete and novel way of
establishing certain design deliberations within the project, ranging from material
choices within the design (integrated within the design project), to programmatic
proposals (a research tool).
Contrary to this approach my project integrates the recommendation in
the design process itself, offering the possibility to explore a large variety of proposals based on different situations, such as location or the variety of proposed
art collections. Here a RS is implemented to be able to design a proposal tailored
to a specific problem out of a general set of design issues, which means that the
interpretation of the recommendation will have to be more advanced. The output
generated by the RS can be exhaustive and complex, since this approach lends
itself to a computational interpretation of the recommendation. This will require
a more abstracted design approach similar to the concept of object oriented
programming. The attributes and style of the designed objects will be declared in
such a way, that instances of each object follow the specified design, but can be
mutated and combined in different ways. As such it could be regarded as a type
of modular design, but where some of the characteristics of each module stay versatile. For example each MST of an art collection recommendation is different,
but the way it is interpreted follows the same principle. The tree is split up into
sub collections, from which in turn a singular exhibition space is defined. The
resulting set of spaces is then ordered in a way that optimally follows the organisation as defined in the MST. Here the recommendation is at least partially of a
physical nature, forming a type of skeleton around which the body of the design
can be generated. In figure 10 the MST is shown, depicting the recommended set
of art for one particular location based on the corresponding Flickr posts. In the
MST the sizes of the art images is relative to the real life proportions, displaying
the spatial element of the recommendation. From this MST a massing is created,
shown in figure 12. This massing is a direct result of interpreting the qualities pro-
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Figure 12. Volumetric interpretation of the MST format recommendation shown in figure 10.
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vided by the MST, but can hardly be named a design proposal in its own right.
After this step more traditional design steps remain, which are not directly linked
to the RS process, but still have the task building further on the recommendation. Due to the dynamic nature of the RS it would be beneficial to be able to
also dynamically formulate these design steps, meaning that they can be universally applied to any output of the RS. The first step I have taken in this is universally generating circulation that facilitates the movement through the volumetric
placement of the art. This is done by applying the technology of visibility graphs
to the volumes, in this way mapping all possible circulation trajectories. After
this the minimum set of routes that connect the volumes is established, which
forms the proposal for circulation. This concludes a rather technical proposal, but
it does establish the 3-dimensional feasibility of the generated recommendation.
A risk of a generative approach is that if the dataset on which the RS bases its
recommendation does not include all relevant aspects of the design problem, the
generative result of the proposal will also be incomplete, since it cannot react to
information it does not have. An example of this is that in the massing output of
my project the physical site is not yet taken into account. This is a rather obvious
lack of consideration, and because of this a further development of the design
will not easily ignore this shortcoming, and be able to address this. It becomes
more problematic when an essential but less obvious part of a project is not considered by the RS, after which the complex output masks this deficiency, with the
possible consequence that this shortcoming is still present in the finalised design.
The two described approaches in this paragraph, respectively identifiable as informative and generative, are what I believe to be the opposite extents
in which RS outputs can be interpreted within architectural design. In between
there is room for many forms of hybrid approaches, taking concepts from either
one.
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Figure 13. 2D and 3D visibility graphs, with the consequentially generated definition of circulation around the art pieces.
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5.
Conclusion

The most prominent potential an architectural implementation of an RS can
offer is through the fragmentation of current architectural wholes to come to
novel compositions of elements, leading to new architectural wholes. The multi
disciplinal nature of architecture requires means to be able to integrate a variety
of information into the design process. RS technology offers a means of untangling the growing complexity of society that emerged through the cultural shift
towards the use of digital platforms, with the possibility of fulfilling an overarching role of connecting relevant but not inherently related information. Through
this it could provide comprehensive and situation specific information for the
creation of an architectural proposal.
In general the architectural discipline has lost touch with the contemporary developments within computer science. Where in the early days of computer
science architectural theorists such as Christopher Alexander influenced theoretical computational concepts such as design patterns, currently the disciplines have
little fundamental interactions. Within architecture new computer technology
such as AI is merely applied to architectural processes, but it isn’t integrated in
the design logic itself. Instead application integration should be strived towards,
not directed at simulating previously existing input, but aimed at the development of novel design approaches. Architecture is inherently multi-disciplinary,
but current computational components in architecture are primarily focussed
on the analysis of architecture within its own right. This should be changed to
include a broader context. RSs are able to address this through the analysing and
collapsing information sets contained in a network structure. This goes back to
the relation of architecture to networks, explored by prominent architects in the
20th century.
Furthermore it offers a means to deal with issues of early applications of
network theory on the built environment mentioned by Alexander [1966] in A
City is Not a Tree. Here Alexander critiques the use of tree structures to analyse
and design the built environment, arguing that the more complex data structure
of semilattices10 are more appropriate to represent the complexity of architectural
and urban organisation. He does also admit that “The the tree is accessible mentally and easy to deal with. The semilattice is hard to keep before the mind’s eye and
therefore hard to deal with.”. The application of RSs offer a means to address these
arguments by acknowledging the complexity of the environment in a network
rather than a simplified tree, forming the input of the RS, but also providing the
A semilattice is a particular kind of set with an ordering of its elements. This ordering is
not as strict as a tree structure, where each child can only have one parent. Because of this
it resembles a less rigid and more complex network structure.
10
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designer with a specifically optimised perspective that is mentally comprehensible. In light of his later work A Pattern Language a further reference can be made
to Alexander. The methods applied in an RS to provide the designer with relevant
patterns based on the larger network, logically still rely on his thinking, but since
the technology has progressed the patterns can be a lot more responsive to the
specific case, and do not need to be closed patterns.
Prerequisites for more extensive and generative implementations of RSs
within the field of architecture that are currently not available are more formal
expressions of architectural design elements and relations, facilitating the dynamic nature of RSs, and a full adjustment to the personalised proposals. Furthermore the integration of RS technology within architecture needs to acknowledge
the shortcomings of the technology as well. The same risks that exist in its digital
implementations are found in physical interpretations. First of all there is the
pitfall of an RS solely becoming an echo-chamber, where current perspectives are
reinforced rather than broadened or disputed [Uricchio, 2017]. Secondly, if there
is an undetected bias in the algorithm or the data, the resulting proposal will contain this bias as well, but might not be identifiable. As with previous technological developments that influence architectural design processes, these technologies
bring the same risks. The interface and structure of a software influences the digital design process through its possibilities and limitations, thus already imposing
an artificially imposed guideline on the choices that are made purely by technical
restrictions. This has been seen before when the shift from drawing to CAD was
made and how the shift in possibilities and a broadening of choice gave rise to a
different form of design methodology. The more advanced the technology gets,
the harder it is to discern the restrictions it poses, and might go unnoticed in the
midst of the otherwise enhanced degree of complexity.
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